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01  Long-Tail Scenario Generation for AV Stacks
Long-tail events dominate AV failures — yet are costly and rare
to capture.

Long-tail, safety-critical events
Frequency

Scenario rarity →

Real long-tail data is expensive & rare to collect.
Simulators (CARLA, AirSim) add diversity — but need
hand-built 3D assets.
They depend on scripted scenarios & manual human
feedback.
Scaling this pipeline is expensive, slow and labor-intensive.

02  Challenge of Driving Scene Editing
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“Insert a blue sedan 3 meters to the left of ego vehicle, 7 meters ahead, and make it change to the right lane.”
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No prior method gets all four at once.  Cosmos edits pixels, not
3D: no object-level control, and scene structure drifts.  ChatSim
reasons over text alone, mis-grounding targets, and never
verifies its output, so errors accumulate.

03  Key Insights
Treat videos as explicit 3D scene graphs, not pixels.

Fine-grained control needs multi-modal reasoning —
grounding language jointly in visual appearance and traffic
context.
Photorealism + instruction alignment need feedback-driven
iterative refinement — behaviors and renderings reviewed
and corrected in a closed loop.

04  Framework Overview
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def LangDriveCTRL(input_video, instruction):

 scene_graph = decompose_scene(input_video)

 

 # all functions can directly access the scene graph

 # object query, locate the reference vehicle based on the text

 white_vehicle = ground_object(obj_desc = “White Vehicle.")

 # object node editing, generate and insert the blue sedan into the scene

 blue_sedan = insert(obj_desc = “Blue sedan.")

 # behavior editing, generate and refine the trajectory

 # based on the feedback loop

 gen_traj(obj = blue_sedan, behav_desc = “Go straight.”,

init_pos_desc = “The right of the white vehicle, slightly behind it.”)

 # video rendering and iterative refinement

 render_and_refine()
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“Insert a blue sedan to the right of the white vehicle, slightly behind it, and make it go straight."
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Orchestrator — decomposes the instruction into an executable agent/tool workflow.
Object Grounding Agent — matches free-form text to scene-graph nodes using
appearance, motion and position.
Behavior Editing Agent — edits multi-object trajectories from language.
Behavior & Video Reviewer Agents — the Behavior Reviewer refines generated
trajectories, the Video Reviewer refines the rendered result; both correct in a closed
loop.

05  Controllable Editing Capabilities
Input

Multi-object Behavior Editing: “Have both the ego vehicle and 

the tan sedan on the left change to the middle lane.”

Insertion Editing: “Add a red sedan 7 meters in front of the ego

vehicle and make it change to the middle lane.”
Replacement Editing: “Replace the tan sedan on 

the left with a white sedan.”

Insertion · Replacement · Removal · Multi-object behavior — every edit from one
natural-language instruction.

06  Behavior Reviewer Agent
“Make the ego vehicle change to the middle lane and make car 2 change to the right lane.”
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Both the ego vehicle and car 2 are going straight.
Both the ego vehicle and

 car 2 fail to change lanes.

Car 2 changes lanes successfully,

 but the ego vehicle fails.

Both the ego vehicle and 

car 2 change lanes successfully.

t = 0s t = 6s t = 6s t = 6s t = 6s

Iteration 1

Trajectory success 34% → 51%   ·   Off-road 30% → 14%

07  Video Reviewer Agent

Coarse Video Iteration 1 Iteration 2 Iteration 3

Appearance Preservation: ✓
Photorealism: ✗
Next Step: increase diffusion strength

Appearance Preservation: ✓
Photorealism: ✓
Finish!

Appearance Preservation: ✗
Photorealism: ✓
Next Step: apply stronger L2 guidance

“Insert a yellow taxi on the right of the ego vehicle, 6 meters ahead, and make it go straight.”

Appearance alignment 65% → 85%   ·   while improving FID

08  vs. State of the Art

Input

Ours

“Make the ego vehicle change to the right lane.”
“Insert a black sedan 4 meters to the left of ego vehicle, 9 meters ahead,

and make it change to the right lane.”

Cosmos

ChatSim

09  Quantitative Results
Human raters chose Ours as best far more often than
Cosmos or ChatSim, at comparable runtime.

Method
Photoreal.
FID / FVD ↓

user %

Instr. Align.
App / Beh ↑

user %

Structure
Str. ↓

user %

Traffic
Col / Off ↓

user %

Time
min ↓

Cosmos 33.4 / 798
34.6

46.3 / 32.9
10.5

74.1
19.1

3.2 / 4.0
35.5

16.9

ChatSim 47.7 / 606
4.8

42.3 / 26.6
3.9

46.5
7.4

27.6 / 24.7
5.6

19.3

Ours 32.9 / 467
54.2

82.2 / 71.7
60.4

34.6
65.0

0.6 / 1.7
48.3

17.1

App / Beh = appearance / behavior alignment (%). Col / Off = collision /
off-road rate (%). "user %" = share of 26 raters choosing that method as
best. Time on one A6000 GPU.


